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Overview

• Quantum mechanics implies a fundamentally non-classical picture of the physical
world.

• This non-classicality is expressed in it sharpest form in the phenomena of non-locality
and contextuality, articulated in the Bell and Kochen-Specker theorems.

• The mathematical structure of contextuality, with non-locality as a special case, is
fundamentally sheaf-theoretic.

• The non-existence of classical explanations for quantum phenomena corresponds
precisely to the non-existence of certain global sections. This leads to both logical and
topological descriptions of these phenomena, very much in the spirit of topos theory.

• This allows the standard constructions which witness these results, such as
Kochen-Specker paradoxes, the GHZ construction, Hardy paradoxes, etc., to be
visualised as discrete bundles.

• The non-classicality appears as a logical twisting of these bundles, related to classical
logical paradoxes, and witnessed by the non-vanishing of cohomological sheaf
invariants.

• Both quantitative and qualitative, and discrete and continuous features arise naturally.
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Quantum Contextuality

Bell’s theorem, spooky action at a distance, and all that . . .

Quantum Mechanics is weird!

This has implications for

• Our very conception of physical reality

• The possibilities for information processing, in ways which could transform our
information society

What is contextuality, as a problematic, non-classical phenomenon?

In a nutshell: where we have a family of data which is locally consistent, but globally
inconsistent.
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Contextuality Analogy: Local Consistency
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Contextuality Analogy: Global Inconsistency
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Brief recap on quantum theory

• Most quantum information and computation theory, and foundational results on
non-locality and contextuality, takes place in finite-dimensional Hilbert space (finite
number of qubits/qudits).

• This is just Cn as complex inner product space. Operators are complex matrices. The
adjoint of a matrix is its conjugate transpose.

• Quantum states are density matrices – positive semi-definite, self-adjoint, trace 1
matrices. Pure states are just rank-1 projectors.

• Projective measurements are self-adjoint matrices A, with eigenspaces {Pi},∑
i Pi = I. The eigenspaces correspond to the possible outcomes of the measurement.

• The probability that a system in state ρ will take the i’th outcome Pi is given by the
Born rule:

p(i|ρ) = Tr(ρPi).

• In the case of pure states and rank-1 eigenspaces, this reduces to computing inner
products of complex vectors.
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Testing non-local correlations

measurement
device

mA ∈ {a, a′}

oA ∈ {0, 1}

measurement
device

mB ∈ {b, b′}

oB ∈ {0, 1}

preparation

p
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Alice-Bob games

Verifier

Alice Bob
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The XOR Game
Alice and Bob play a cooperative game against Verifier (or Nature!):

• Verifier chooses an input x ∈ {0, 1} for Alice, and similarly an input y for Bob. We
assume the uniform distribution for Nature’s choices.

• Alice and Bob each have to choose an output, a ∈ {0, 1} for Alice, b ∈ {0, 1} for Bob,
depending on their input. They are not allowed to communicate during the
game.

• The winning condition: a⊕ b = x ∧ y.

A table of conditional probabilities p(a, b|x, y) defines a probabilistic strategy for this
game. The success probability for this strategy is:

1/4[p(a = b|x = 0, y = 0) + p(a = b|x = 0, y = 1) + p(a = b|x = 1, y = 0)

+ p(a 6= b|x = 1, y = 1)]
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A Strategy for the Alice-Bob game

Example: The Bell Model

The entry in row 2 column 3 says:
If the Verifier sends Alice a1 and Bob b2, then with probability 1/8, Alice outputs

a 0 and Bob outputs a 1.

This gives a winning probability of 3.25
4 ≈ 0.81.

The optimal classical probability is 0.75!

The proof of this uses (and is essentially the same as) the use of Bell inequalities.

The Bell table exceeds this bound. Since it is quantum realizable using an entangled
pair of qubits, it shows that quantum resources yield a quantum advantage in an
information-processing task.
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Boole’s “conditions of possible experience”
Pitowsky’s pellucid summary:

Boole’s problem is simple: we are given rational numbers which indicate the rel-
ative frequencies of certain events. If no logical relations obtain among the events,
then the only constraints imposed on these numbers are that they each be non-
negative and less than one. If however, the events are logically interconnected,
there are further equalities or inequalities that obtain among the numbers. The
problem thus is to determine the numerical relations among frequencies, in terms
of equalities and inequalities, which are induced by a set of logical relations among
the events. The equalities and inequalities are called “conditions of possible experi-
ence”.

More formally, we are given basic events E1, . . . , En, and boolean functions ϕ1, . . . , ϕm of
these events. Such a function can be described by a propositional formula in the variables
E1, . . . , En.
Suppose further that we are given probabilities p(Ei), p(ϕj) of these events.

Question: What numerical relationships between the probabilities
can we infer from the logical relationships between the events?
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A Simple Observation

We have propositional formulas φ1, . . . , φN , with probabilities pi = Prob(φi).

Suppose that these formulas are not simultaneously satisfiable. Then (e.g.)

N−1∧
i=1

φi ⇒ ¬φN , or equivalently φN ⇒
N−1∨
i=1

¬φi.

Using elementary probability theory, we can calculate:

pN ≤ Prob(
N−1∨
i=1

¬φi) ≤
N−1∑
i=1

Prob(¬φi) =
N−1∑
i=1

(1− pi) = (N − 1)−
N−1∑
i=1

pi.

Hence we obtain the inequality
N∑
i=1

pi ≤ N − 1.
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Logical analysis of the Bell table

(0, 0) (1, 0) (0, 1) (1, 1)

(a1, b1) 1/2 0 0 1/2

(a1, b2) 3/8 1/8 1/8 3/8

(a2, b1) 3/8 1/8 1/8 3/8

(a2, b2) 1/8 3/8 3/8 1/8

If we read 0 as true and 1 as false, the highlighted entries in each row of the table are
represented by the following propositions:

ϕ1 = (a1 ∧ b1) ∨ (¬a1 ∧ ¬b1) = a1 ↔ b1
ϕ2 = (a1 ∧ b2) ∨ (¬a1 ∧ ¬b2) = a1 ↔ b2
ϕ3 = (a2 ∧ b1) ∨ (¬a2 ∧ ¬b1) = a2 ↔ b1
ϕ4 = (¬a2 ∧ b2) ∨ (a2 ∧ ¬b2) = a2 ⊕ b2.

These propositions are easily seen to be contradictory.
The violation of the logical Bell inequality is 1/4.
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The general form

Given a family of propositions {ϕi}, we say it is K-consistent if the size of the largest
consistent subfamily is K.

Suppose that we have a K-consistent family {ϕi} over the basic events E1, . . . , En. For
any probability distribution on the set of truth-value assignments to the Ej , with induced
probabilities p(ϕi) for the events ϕi, we have:∑

i

p(ϕi) ≤ K (1)

Remarkably, all Bell inequalities arise this way (Abramsky and Hardy, Logical Bell
inequalities, Physical Review A 2012)

Theorem
A rational inequality is satisfied by all non-contextual empirical models if and only if it is
equivalent to a logical Bell inequality of the above form.
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Answering Boole, Quantum questions

This gives a full logical answer to Boole’s problem.

The following quotation from Pitowsky suggests that he may have envisaged the possibility
of such a result:

In fact, all facet inequalities for c(n) should follow from “Venn diagrams”, that
is, the possible relations among n events in a probability space.

With contextuality, we are concerned with

quantum conditions of impossible experience
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Science Fiction? – The News from Delft

First Loophole-free Bell test, 2015
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Timeline

1932 von Neumann’s Mathematical Foundations of Quantum Mechanics
1935 EPR Paradox, the Einstein-Bohr debate
1964 Bell’s Theorem
1982 First experimental test of EPR and Bell inequalities

(Aspect, Grangier, Roger, Dalibard)
1984 Bennett-Brassard quantum key distribution protocol
1985 Deutch Quantum Computing paper
1993 Quantum teleportation

(Bennett, Brassard, Crépeau, Jozsa, Peres, Wooters)
1994 Shor’s algorithm
2015 First loophole-free Bell tests (Delft, NIST, Vienna)
2019 Quantum supremacy claimed by Google
2020 Quantum supremacy via boson sampling by USTC
2021 Emerging quantum computing and technology industry . . .
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Formalising empirical data*

*SA, Brandenburger, New Journal of Physics, 2011.

A measurement scenario X = 〈X,Σ, O〉:
• X – a finite set of measurements
• Σ – a simplicial complex on X

faces are called the measurement
contexts

• O = (Ox)x∈X – for each x ∈ X a finite
non-empty set of possible outcomes Ox

in\out (0, 0) (0, 1) (1, 0) (1, 1)

(a, b) − − − −
(a, b′) − − − −
(a′, b) − − − −
(a′, b′) − − − −

•a • b
• a′

•b′

•0
•1 •

•

• 0
• 1

•
•
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Contextuality defined

An empirical model {eC}C∈Σ on a measurement scenario (X,Σ, O) is non-contextual if
there is a distribution d on

∏
x∈X Ox such that, for all σ ∈ Σ:

d|σ = eσ.

That is, we can glue all the local information together into a global consistent description
from which the local information can be recovered.

We call such a d a global section.

If no such global section exists, the empirical model is contextual.

Thus contextuality arises where we have a family of data which is locally consistent but
globally inconsistent.

The import of Bell’s theorem and similar results is that there are empirical models arising
from quantum mechanics which are contextual.
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Categorical formulation

Given a scenario X = 〈X,Σ, O〉, we can define a presheaf

D ◦ E : Σop −→ Set

where:
• E(σ) =

∏
x∈σ Ox

• D is the discrete distributions monad on Set

Restriction for this presheaf is marginalization.

An empirical model e is an natural transformation e : 1 =⇒ D ◦ E .

Thus eσ ∈ D(
∏
x∈σ Ox).

The compatibility/no-signalling condition is just naturality.

There is also topology at work here.
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Bundle Diagrams
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Bundle Pictures

Logical Contextuality
• Ignore precise probabilities
• Events are possible or not
• E.g. the Hardy model:

00 01 10 11

ab X X X X
ab′ × X X X
a′b × X X X
a′b′ X X X ×

•a
• b

• a′
•b′

•0

•1
•

•
1

• 0

• 1

•0

•
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Contextuality
Definition
There is a hierarchy of contextuality

Probabilistic ⊂ Logical ⊂ Strong
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The Bell table and the “Möbius strip”

(0, 0) (1, 0) (0, 1) (1, 1)

(a1, b1) 1/2 0 0 1/2

(a1, b2) 3/8 1/8 1/8 3/8

(a2, b1) 3/8 1/8 1/8 3/8

(a2, b2) 1/8 3/8 3/8 1/8

•a
• b

• a′
•b′

•0

•1
•

•
1

• 0

• 1

•0

•

Physics ! Probability ! Logic ! Topology

25 / 40



The Bell table and the “Möbius strip”

(0, 0) (1, 0) (0, 1) (1, 1)

(a1, b1) 1/2 0 0 1/2

(a1, b2) 3/8 1/8 1/8 3/8

(a2, b1) 3/8 1/8 1/8 3/8

(a2, b2) 1/8 3/8 3/8 1/8

•a
• b

• a′
•b′

•0

•1
•

•
1

• 0

• 1

•0

•

Physics ! Probability ! Logic ! Topology

25 / 40



Contextuality, Logic and Paradoxes

Liar cycles. A Liar cycle of length N is a sequence of statements

S1 : S2 is true,
S2 : S3 is true,

...
SN−1 : SN is true,
SN : S1 is false.

For N = 1, this is the classic Liar sentence

S : S is false.

Following Cook, Walicki et al. we can model the situation by boolean equations:

x1 = x2, . . . , xn−1 = xn, xn = ¬x1

The “paradoxical” nature of the original statements is now captured by the inconsistency
of these equations.
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Contextuality in the Liar; Liar cycles in the PR Box

We can regard each of these equations as fibered over the set of variables which occur in it:

{x1, x2} : x1 = x2

{x2, x3} : x2 = x3

...
{xn−1, xn} : xn−1 = xn
{xn, x1} : xn = ¬x1

Any subset of up to n− 1 of these equations is consistent; while the whole set is
inconsistent.

Up to rearrangement, the Liar cycle of length 4 corresponds exactly to the PR
box.

The usual reasoning to derive a contradiction from the Liar cycle corresponds precisely to
the attempt to find a univocal path in the bundle diagram.
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The Robinson Consistency Theorem

A classic result:

Theorem (Robinson Joint Consistency Theorem)
Let Ti be a theory over the language Li, i = 1, 2. If there is no sentence φ in L1 ∩ L2 with
T1 ` φ and T2 ` ¬φ, then T1 ∪ T2 is consistent.

Thus this theorem says that two compatible theories can be glued together. In this binary
case, local consistency implies global consistency.

Note, however, that an extension of the theorem beyond the binary case fails. That is, if
we have three theories which are pairwise compatible, it need not be the case that they can
be glued together consistently.

A minimal counter-example is provided at the propositional level by the following
Specker triangle:

T1 = {x1 −→ ¬x2}, T2 = {x2 −→ ¬x3}, T3 = {x3 −→ ¬x1}.
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Summary of Cohomological Characterization

We have a cover
U = {C1, . . . , Cn}

of measurement contexts.

Given s = s1 ∈ Se(C1), we define

z = δ0(s1, . . . , sn),

where s1|C1∩Ci = si|C1∩Ci , i = 1, . . . , n.

This is a cocycle in the relative C̆ech cohomology with respect to C1.

We define
γ(s) = [z] ∈ Ȟ1(U ,FC̄1

)

where F is the AbGrp-valued presheaf Z[Se].

Here γ is in fact the connecting homomorphism of the long exact sequence.
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Basic Results

Proposition
The following are equivalent:
1. The cohomology obstruction vanishes: γ(s1) = 0.
2. There is a family {ri ∈ F(Ci)} with s1 = r1, and for all i, j:

ri|Ci ∩ Cj = rj |Ci ∩ Cj .

Proposition
If the model e is possibilistically extendable, then the obstruction vanishes for every section
in the support of the model. If e is not strongly contextual, then the obstruction vanishes
for some section in the support.

Thus non-vanishing of the obstruction provides a cohomological witness for
contextuality.
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Notes on Cohomology

• There are false positives because of negative coefficients in cochains.

• We can effectively compute (mod 2) witnesses in many cases of interest: GHZ,
Kylachko, Peres-Mermin, large class of Kochen-Specker models, . . .

• In cases where the outcomes themselves have a module structure (over the same ring
as the cohomology coefficients), we obtain very general results.

• This yields cohomological characterisations of All-vs.-Nothing proofs (Mermin).
These account for most of the contextuality arguments in the quantum literature. In
particular, we can find large classes of concrete examples in stabiliser QM.
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Further developments

• In his thesis, Giovanni Carù gives a refined cohomological criterion which covers the
vast majority of cases, kills all known counter-examples, and is conjectured to be
complete.

• Following our work, Raussendorf and Okay have developed a related cohomological
treatment of contextuality.

• Sivert Aasnaess has shown that their work also falls under the scope of the sheaf
cohomology invariants.
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Interlude: complexity of the quantum set

• Consider the question: given a finite probability table (observable data, strategy for
non-local game), is there a quantum realisation? That is, is there a quantum state
and measurements which give rise to it via the Born rule.

• If we fix the dimension of the Hilbert space, this reduces to the existential theory of
real-closed fields, decidable in PSPACE (Tarski, Canny).

• If we ask for realization in any finite dimensional Hilbert space, this is undecidable.
Moreover, there are finite tables which are realizable in infinite-dimensional Hilbert
space, but not in any finite-dimensional space. (Slofstra, 2019, 2020).

• Even more spectacularly, we have the MIP∗ = RE result of Ji, Natarajan, Vidick,
Wright, Yuen (2020).

• This is simultaneously a major result in complexity theory, quantum foundations, and
mathematics:
I While QIP = IP = PSPACE, allowing multiple quantum provers sharing entangled states

allows all semidecidable problems to be represented (e.g. halting problem, provability of
arithmetical statements).

I The Tsirelson conjecture is refuted (in infinite dimensions). Commuting subalgebras
cannot be represented on tensor products in general.

I The Connes Embedding Problem is answered in the negative.
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Quantifying contextuality: the contextual fraction
We ask for a convex decomposition

e = λeNC + (1− λ)e′ (2)

where eNC is a non-contextual model and e′ is another empirical model.

The maximum value of λ in such a decomposition is called the non-contextual fraction
of e. We write it as NCF(e), and the contextual fraction by CF(e) := 1− NCF(e).

1. Computable by a linear program.

2. The normalised violation by e of any Bell inequality is at most CF(e);

3. this bound is attained, i.e. there exists a Bell inequality whose normalised violation by
e is CF(e);

4. moreover, for any decomposition of the form e = NCF(e)eNC + CF(e)eSC , this Bell
inequality is tight at the non-contextual model eNC and maximally violated at the
strongly contextual model eSC .
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Contextuality and quantum advantage

• Measurement-based quantum computation (MBQC)
I Raussendorf, Physical Review A, 2018.
I SA, Barbosa, Mansfield, Physical Review Letters, 2018.

error︷ ︸︸ ︷
1− p̄S ≥ [1− CF(e)]︸ ︷︷ ︸

classicality

hardness︷︸︸︷
ν(f)

quantifiable
relationship!

The same quantitative relationship arises for
• cooperative games (ABM)
• communication complexity (Linde Wester D.Phil thesis)

Not yet a systematic theory of quantum advantage - currently just scattered examples.

Where the “line in the sand” is drawn separating quantum advantage from efficient
classical simulability is still unclear.
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Contextuality and quantum advantage with shallow circuits

• An important starting point is the Bravyi-Gossett-Koenig work on shallow circuits.
This gives an unconditional separation, albeit for a circuit class rather than a
standard complexity class.

• Recent work by my student Sivert Aasnaess has clarified and greatly generalised the
BGK construction.

• The general construction takes a multipartite non-locality construction with a Bell
inequality violation, and turns it into a shallow quantum circuit family {Qn} with a
provable advantage in success probability over any classical shallow circuit family
{Cn}.

• The non-locality is weakened to bounded locality because there can be
communication in the circuit, but asymptotically the advantage witnessed by the Bell
inequality violation is recovered.

• With a two-stage query construction, this works for any choice of measurements. For
the case of Weyl operators, a one-stage construction a la BGK is recovered.

• This provides a basis for a broader study of how to transform contextuality arguments
systematically into instances of quantum advantage. Other promising areas where
these ideas can be applied are communication complexity, and VQE solvers.
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Further developments

Many wider connections with topics in computer science, linguistics, logic and philosophy:
• Striking close connections with ideas in relational database theory and constraint

satisfaction
• Valuation algebras, data consistency
• Linguistics, semantic gluing applied to anaphora resolution etc.
• Connections with work of Daniel Bennequin and his collaborators
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